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Abstract

Accurate text recognition for historical doc-
uments can greatly advance the study and
preservation of cultural heritage. Existing
vision-language models (VLMs), however, are
designed for modern, standardized texts and
are not equipped to read the diverse languages
and scripts, irregular layouts, and frequent
degradation found in historical materials.

This paper presents @ CHURRO, a 3B-
parameter open-weight VLM specialized for
historical text recognition. The model is
trained on CHURRO-DS !, the largest histori-
cal text recognition dataset to date. CHURRO-
DS unifies 155 historical corpora comprising
99,491 pages, spanning 22 centuries of textual
heritage across 46 language clusters, including
historical variants and dead languages.

We evaluate several open-weight and closed
VLMs and optical character recognition
(OCR) systems on CHURRO-DS and find that
CHURRO outperforms all other VLMs. On
the CHURRO-DS test set, CHURRO achieves
82.3% (printed) and 70.1% (handwritten) nor-
malized Levenshtein similarity, surpassing the
second-best model, Gemini 2.5 Pro, by 1.4%
and 6.5%, respectively, while being 15.5 times
more cost-effective.

By releasing the model and dataset, we aim to
enable community-driven research to improve
the readability of historical texts and acceler-
ate scholarship. 2

1 Introduction

Historical documents—including letters, diaries,
government records, and newspapers—are pri-
mary sources that offer invaluable insights into the
thoughts, experiences, and contexts of individuals
and communities in the past. The vast diversity of

'CHURRO stands for Collection of Historical Unified
Resources for Robust OCR.

Dataset, model, and code are available at https://gith
ub.com/stanford-oval/Churro.
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Figure 1: Summary of the performancecost trade-off
across different VLMs on historical documents, mea-
sured on the full CHURRO-DS test set. CHURRO out-
performs the 3B-parameter Qwen 2.5 VL by 21.3%.
It also outperforms the second-best model (Gemini
2.5 Pro) by 4.1% while being 15.5 times more cost-
effective. Costs for closed models are measured with
the 50% batching discount offered by providers. The
costs of open-weight models are estimated following
Poznanski et al. (2025).

languages, including historical variants of modern
languages and dead languages, alongside evolv-
ing writing conventions, handwriting techniques,
spelling, and typefaces, requires specialized exper-
tise to study these materials.

Moreover, document degradation caused by en-
vironmental factors over time further complicates
text extraction (Sulaiman et al., 2019). Histori-
cal documents frequently contain features such as
marginalia (Cheng et al., 2024), rubrication (Whet-
ter, 2017), and illumination (Wyatt and Tymm:s,
1861), which are rarely encountered in modern
texts. In addition, the wide variety of fonts used in
printed documents and the lack of consistent ortho-
graphic standards (e.g., multiple spellings of the
same word within a single document) pose further
challenges (Drobac et al., 2017).

Handwritten text recognition (HTR) (AlKendi


https://github.com/stanford-oval/Churro
https://github.com/stanford-oval/Churro

et al., 2024) is even more challenging due to
the vast diversity of handwriting styles and calli-
graphic traditions (Blair, 2020), even within the
same language. Historical scribes frequently ab-
breviated words to expedite writing, resulting in
thousands of unique abbreviations (Candido and
Alufsio, 2009), especially in pre-modern docu-
ments (Guéville and Wrisley, 2022; Rogos-Hebda,
2025).

To improve accessibility, many efforts have
been undertaken over the past two decades to dig-
itize historical materials by scanning and convert-
ing them into machine-readable text (Oberbichler
et al., 2022). The current state-of-the-art approach
involves training collection-specific models using
fine-grained (paragraph-level or line-level) anno-
tated data (Reul et al., 2019). Various academic
competitions (e.g., RASM (Clausner et al., 2018),
REID (Clausner et al., 2017, 2019a)) have been
organized to advance these efforts. Several plat-
forms such as Transkribus (Kahle et al., 2017) and
eScriptorium (Kiessling et al., 2019), provide tools
for annotation and model training. However, re-
liance on annotated training data remains a signif-
icant bottleneck.

The recent advent of vision-language models
(VLMs) (Liu et al., 2023a; Zhang et al., 2023;
Bai et al., 2023; Gemini Team Google, 2023; Ope-
nAl et al., 2023) with strong zero-shot vision
capabilities holds promise for addressing these
challenges. OCR-related benchmarks such as
DocVQA (Mathew et al., 2021), CharXiv (Wang
et al., 2024b), CC-OCR (Yang et al., 2024b), Om-
niDocBench (Ouyang et al., 2024), and OCR-
Bench (Liu et al., 2024b; Fu et al., 2025) have be-
come standard among VLM developers. However,
these benchmarks primarily target modern docu-
ments.

We introduce CHURRO-DS, a large-scale
page-level dataset for OCR and HTR on his-
torical corpora. CHURRO-DS is the most di-
verse historical dataset to date, created by unify-
ing and cleaning over 150 existing datasets. It
contains 99,491 documents from 46 language clus-
ters, 29 of which appear in the validation and
test sets: Arabic, Bangla, Bulgarian, Catalan, Chi-
nese, Czech, Dutch, English, Finnish, French, Ger-
man, Greek, Hebrew, Hindi, Italian, Japanese,
Khmer, Latin, Norwegian, Persian, Polish, Por-
tuguese, Romanian, Sanskrit, Slovenian, Spanish,
Swedish, Turkish, and Vietnamese. The dataset
also encompasses 14 scripts from European, East

Asian, Southeast Asian, Middle Eastern, and Indic
script families. Documents include newspapers,
books, handwritten diaries, government records,
and more, spanning from the 3rd century BC to
the 20th century and covering three writing direc-
tions. Each page includes an image paired with
a full-text annotation, making it suitable for both
benchmarking and training VLMs. Figure 2 shows
the breakdown of language clusters and several ex-
ample pages from CHURRO-DS.

We introduce @ CHURRO, a low-cost open-
weight VLM that outperforms larger mod-
els by fine-tuning a relatively small 3-billion-
parameter VLM on CHURRO-DS. The CHURRO
VLM achieves 82.3% and 70.1% on the printed
and handwritten subsets of CHURRO-DS, respec-
tively, outperforming all open and commercial
VLMs by at least 1.4% and 6.5%. This result high-
lights the effectiveness of specialized training on
carefully curated historical documents.

We benchmark a wide range of VLMs and
OCR systems. To the best of our knowledge, this
is the first study assessing how well VLMs pro-
cess images of historical documents. Our findings
reveal substantial room for improvement among
state-of-the-art VLMs in the zero-shot setting.
The best-performing commercial model achieves
80.9% and 63.6% normalized Levenshtein similar-
ity on printed and handwritten documents, respec-
tively, averaged over all languages in CHURRO-
DS. The best open-weight VLMs we evaluated lag
behind, achieving 72.7% and 54.5%, respectively.

2 Related Work

2.1 Document Understanding Benchmarks

Most existing document benchmarks focus
on modern documents and layouts. Pub-
LayNet (Zhong et al., 2019) and DocBank (Li
et al., 2020) automatically annotate PDF articles
from PubMed Central and arXiv, respectively, for
layout segmentation. The RVL-CDIP (Harley
et al, 2015) and IT-CDIP (Lewis et al.,
2006) datasets are derived from industry doc-
uments for document classification and retrieval.
CCpdf (Turski et al., 2023) and WordScape (We-
ber et al., 2023) leverage Common Crawl to
extract and annotate multilingual, visually rich
documents.

Building on this foundation, recent benchmarks
such as CC-OCR (Yang et al., 2024b) and OCR-
Bench (Liu et al., 2024b; Fu et al., 2025) com-
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